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Professional Summary:
· [bookmark: _GoBack]7+ years of overall experience as a Data Engineer, Data Analyst, and ETL developer, with expertise in comprising designing, developing, and implementing data models for enterprise-level applications using Big Data tools and technologies such as Hadoop, Sqoop, Hive, Spark, Flume.
· Working with GCP cloud using in GCP Cloud storage, DataProc, Data Flow, Big Query, Cloud Composer, Cloud Pub/Sub.
· Expert in working with cloud PUB/SUB to replicate data real-time from source system to GCP Big Query.
· Good knowledge on GCP service accounts, billing projects, authorized views, datasets, GCS buckets and gsutil commands
· Experienced in working with Azure cloud platforms (HDInsight, DataLake, Databricks, Blob Storage, Data Factory, Azure Functions, Azure SQL data warehouse, and Synapse).
· Proficient in migrating on-premises data sources to Azure data lake, Azure SQL Database, Databricks, and Azure SQL Data warehouse using Azure Data factory and granting access to the users.
· Experienced in Developing Spark applications using Spark-SQL in Databricks for data extraction, transformation, and aggregation from multiple file formats for analyzing & transforming the data to uncover insights into customer usage patterns.
· Hands on experience on Google Cloud Platform (GCP in all the big data products Big Query, Cloud Data Proc, Google Cloud Storage, Composer (AirFlow as a service)
· Experienced with Azure Data Factory (ADF), Integration Run Time (IR), File System Data Ingestion, and Relational Data Ingestion.
· Hands on experience working in GCP services like Big Query, Cloud Storage (GCS), cloud function, cloud dataflow, Pub/sub, Cloud Shell, GSUTIL, Big Query, Data Proc, Operations Suite (Stack driver).
· Experienced with the use of AWS services including S3, EC2, SQS, RDS, Neptune, EMR, Kinesis, Lambda, Step Functions, Terraform, Glue, Redshift, Athena, Dynamo DB, Elastic search, Service Catalog, Cloud Watch, IAM and administering AWS resources using Console and CLI.
· Hands-on experience in building the infrastructure necessary for the best data extraction, transformation, and loading from a range of data sources using NoSQL and SQL from AWS & Big Data technologies (Dynamo, Kinesis, S3, HIVE/Spark)
· Developed and deployed a variety of Lambda functions using the built-in AWS Lambda Libraries and Lambda functions written in Scala and using custom libraries.
· Capable of using AWS utilities such as EMR, S3, and cloud watch to run and monitor Hadoop and spark jobs on Amazon Web Services (AWS).
· Strong knowledge in working with Amazon EC2 to provide a complete solution for computing, query processing, and storage across a wide range of applications.
· Experienced in configuring Spark Streaming to receive real-time data from Apache Kafka and store the stream data to HDFS and expertise in using spark-SQL with various data sources like JSON, Parquet, and Hive.
· Extensively used Spark Data Frames API over the Cloudera platform to perform analytics on Hive data and used Spark Data Frame Operations to perform required Validations in the data.
· Expertise in developing production-ready Spark applications utilizing Spark-Core, Data Frames, Spark-SQL, Spark- ML, and Spark-Streaming API.
· Expert in using Azure Databricks to compute large volumes of data to uncover insights into business goals.
· Developed Python scripts to do file validations in Databricks and automated the process using Azure Data Factory.
· Experienced in integrating data from diverse sources, including loading nested JSON-formatted data into Snowflake tables, using the AWS S3 bucket and the Snowflake cloud data warehouse.
· Configured Snow pipe to pull the data from S3 buckets into the Snowflake table and stored incoming data in the Snowflake staging area.
· Expertise in developing Python scripts to build ETL pipelines and Directed Acyclic Graph (DAG) workflows using Airflow.
· Orchestration experience in scheduling Apache Airflow DAGs to run multiple Hive and spark jobs, which independently run with time and data availability.
· Strong experience working with Hadoop ecosystem components like HDFS, Map Reduce, Spark, HBase, Oozie, Hive, Sqoop, Pig, Flume, and Kafka.
· Hands-on experience with Hadoop architecture and various components such as Hadoop File System HDFS, Job Tracker, Task Tracker, Name Node, Data Node, and Hadoop Map Reduce programming.
· Practical understanding of Data modeling (Dimensional & Relational) concepts like Star-Schema Modelling, Fact, and Dimension tables.
· Strong experience troubleshooting failures in spark applications and fine-tuning spark applications and hive queries for better performance.
· Strong experience writing complex map-reduce jobs including the development of custom Input Formats and custom Record Readers.
· Good exposure to usage of NoSQL databases column-oriented Cassandra and MongoDB (Document Based DB).
· Experience in importing and exporting data using Sqoop from HDFS to Relational Database Systems(RDBMS) and vice-versa.
· Experience in analyzing data using Python, R, SQL, Microsoft Excel, Hive, PySpark, and Spark SQL for Data Mining, Data Cleansing, Data Munging, and Machine Learning.
· Expertise in the development of various reports, and dashboards using various Power BI, and Tableau.
· Excellent Communication skills, Interpersonal skills, problem-solving skills, and a team player. Ability to quickly adapt to new environments and technologies.

EDUCATION/CERTIFICATIONS 
· Master’s Degree in Applied Machine Learning 

Technical Skills:

	Programming language
	Python, PY Spark, Shell Scripting, Java, C, SQL, PL/SQL and UNIX Bash

	Big Data
	Hadoop, SQOOP, Apache Spark, NIFI, Kafka, Snowflake, Cloudera, Horton Works, PY Spark, Spark, Spark SQL, Apache FLINK

	ETL Tools
	Apache Hive, Spark, Data bricks, SQL, Athena, Glue, SQL, Data Explorer, Informatics.

	Big Data Ecosystem
	Hadoop, Map Reduce, Pig, Hive, HBASE, YARN, Kafka, SQOOP, Impala, OOZIE, Zookeeper, Spark, Ambary, Elastic Search, MongoDB Avro, Storm, Parquet, Snappy, Apache FLINK

	Cloud Services
	AWS – EC2, S3, EMR, RDS, Glue, Presto, Lambda, Redshift and Data lakes, BLOB.
Azure – Azure Synapse Analytics, Azure Data Lake & BLOB, Azure SQL, Azure data factory.
GCP – Cloud Storage, Big Query, Compute Engine, Cloud Composer, Data Proc, Data Flow, Pub-sub

	IDE’s
	IntelliJ, Eclipse, Spider, Jupiter.

	Databases & Warehouses
	Oracle 18/19/11g/10g/9i, MySQL, DB2, MS-SQL Server, HBASE, NoSQL, SQL Server, MS Access, Teradata, Snowflake.

	Programming / Query Languages
	Java, SQL, Python, NoSQL, PY Spark, SQL, PL/SQL, Linux shell scripts, Scala.

	Software
	PY Charm, Microsoft VSCODE, Eclipse.

	Data Engineer/Big Data Tools/ Visualization / Other Tools
	Data bricks, Hadoop Distributed File System (HDFS), Hive, Pig, SQOOP, Map Reduce, Spring Boot, Flume, YARN, Hortonworks, Mahout, ML lib, OOZIE, Zookeeper, GIS,EMR, Salesforce, NI-FI, Linux, Big Query, Bash Shell, Unix, Tableau, Power BI, SAS, We Intelligence, Crystal Reports.

	Version Controllers
	GIT, SVN, Bit bucket

	Hadoop Distributions
	Cloudera (CDH3, CDH4, and CDH5), Hortonworks, Map Reduce, AWS EMR



Professional Experience:

Client: Fiserv, Remote                                  			                                   		Jan 2024 – Current
Role: SR GCP Data Engineer
Responsibilities:
· Developed and deployed solutions with Spark and Scala code on a Hadoop cluster running on Google Cloud Platform (GCP).
· Proficient in Google Cloud components, Google Container Builders, GCP client libraries, and Cloud SDKs.
· Utilized Google Cloud Functions with Python to load data into Big Query for incoming CSV files in GCS buckets.
· Processed and loaded both bound and unbound data from Google Pub/Sub topics to BigQuery using Cloud Dataflow with Python.
· Created DAG’s for the Ingestion Jobs in Airflow using Python and scheduled using the Cron expression.
· Created both external and internal tables in Hive on top of S3 data. Worked on Dynamic Partitioning.
· Developed ETL jobs using PySpark, DataLiniage in which the data has been transformed in multiple stages and actions like aggregations are performed.
· Applied Spark and Scala APIs hands-on to compare the performance of Spark with Hive and SQL, and employed Spark SQL to manipulate Data Frames in Scala.
· Stored data efficiently in GCP BigQuery Target data warehouse, catering to different business teams based on their specific use cases.
· Devised simple and complex SQL scripts to verify Dataflow in various applications.
· Conducted Data Analysis, Migration, Cleansing, Transformation, Integration, Import, and Export using Python.
· Launched a multi-node Kubernetes cluster in Google Kubernetes Engine (GKE) and migrated a Dockerized application from AWS to GCP.
· Deployed applications to GCP using Spinnaker (RPM-based).
· Developed CI/CD pipelines for Proof of Concept (POC) to compare performance and efficiency between running CI/CD pipelines on AWS EMR Spark clusters and Cloud Dataflow on GCP.
· Architected multiple Directed Acyclic Graphs (DAGs) for automating ETL pipelines.
· Automated feature engineering mechanisms using Python scripts and deployed them on Google Cloud Platform (GCP) and BigQuery.
· Implemented monitoring solutions in Ansible, Terraform, Docker, and Jenkins.
· Automated Data Dog Dashboards through Terraform Scripts.
· Hands-on experience in architecting ETL transformation layers and writing Spark jobs for processing.
· Gathered and processed raw data at scale, employing various methods such as scripting, web scraping, API calls, SQL queries, and application development.
· Proficient in fact-dimensional modeling (Star schema, Snowflake schema), transactional modeling, and Slowly Changing Dimension (SCD).
· Involved in building ETL to Kubernetes with Apache Airflow and Spark in GCP.
· Processed and loaded both bound and unbound data from Google Pub/Sub topics to BigQuery using Cloud Dataflow with Python.
· Extensive hands-on experience in GCP, BigQuery, GCS bucket, G-cloud function, Cloud Dataflow, Pub/Sub, Cloud Shell, GSUTIL, BQ command-line utilities, Data Proc, and Stack Driver.
· Implemented Apache Airflow for authoring, scheduling, and monitoring Data Pipelines.
· Proficient in machine learning techniques (Decision Trees, Linear/Logistic Regressors) and statistical modeling.
· Worked on Confluence and Jira and skilled in data visualization using Matplotlib and Seaborn libraries.
· Hands-on experience with big data tools like Hadoop, Spark, and Hive.
· Implemented machine learning back-end CI/CD pipelines with Pandas and NumPy.
Environment: GCP, Big query, Gcs Bucket, G-Cloud Function, Apache Beam, Cloud Dataflow, Cloud Shell, Gsutil, Docker, Kubernetes, Apache Airflow, Python, Pandas, Matplotlib, seaborn library, text mining, NumPy, Scikit-learn, Heat maps, Bar charts, Line charts, ETL workflows, linear regression, multivariate regression, Python, Scala, Spark.

Client: State of Alabama, GA			                                                			Apr 2023 – Dec 2023
Role: GCP Data Engineer
Responsibilities:
· Experience in building multiple Data pipelines, end to end ETL and ELT process for Data ingestion and transformation in GCP and coordinate task among the team.
· Design and implement various layer of Data lake, Design star schema in Big Query.
· Using g-cloud function with Python to load data in to Big query for on arrival csv files in GCS bucket.
· Process and load bound and unbound data from Google pub/sub topic to Big query using cloud Dataflow with Python.
· Got involved in migrating on prem Hadoop system to using GCP (Google Cloud Platform).
· Migrated previously written cron jobs to airflow/composer in GCP
· Support existing GCP Data Management implementations.
· Created GCP Big Query authorized views for row level security or exposing the data to other teams.
· Have Extensive Experience in IT data analytics projects, Hands on experience in migrating on premise ETLs to Google
· Cloud Platform (GCP) using cloud native tools such as BIG query, Cloud Data Proc, Google Cloud Storage, and Composer.
· Designed CI/CD Pipelines with Apache Beam, KubeFlow, and Dataflow and orchestrated jobs into GCP.
· Developed and Demonstrated the POC, to migrate on-perm workload to Google Cloud Platform using GCS, Big Query, Cloud SQL and Cloud DataProc.
· Documented the inventory of modules, infrastructure, storage, components of existing On-Prem data warehouse for analysis and identifying the suitable technologies/strategies required for Google Cloud Migration.
· Design, development and implementation of performing ETL pipelines using python API (pySpark) of Apache Spark.
· Experience in deploying streaming maven build cloud dataflow jobs.
· Vast experience in identifying production bugs in the data using stack driver logs in GCP.
· Experience in GCP Dataproc, GCS, Cloud functions, Cloud SQL & Big Query.
· Used Cloud shell SDK in GCP to configure the services Data Proc, Storage, Big Query.
· Worked on GCP POC to migrate data and applications from On-Prem to Google Cloud.
· Create firewall rules to access Google data procs from other machines.
· Process and load bound and unbound Data from Google pub/subtopic to Big query using cloud Dataflow with Python.
· Setup GCP Firewall rules to ingress or egress traffic to and from the VM's instances based on specified configuration
· and used GCP cloud CDN (content delivery network) to deliver content from GCP cache locations drastically improving user experience and latency.
Environment: GCP, Cloud SQL, Big Query, Cloud DataProc, GCS, Cloud SQL, Cloud Composer, Informatica Power Center, Talend for Big Data, Hadoop, Hive, Teradata, SAS, Teradata, Spark, Python, Java, SQL Server.
Client: State farm, IL				 		             				Apr 2022 – Mar 2023                                     
Role: AWS Data Engineer
Responsibilities: 
· Involved in designing and deploying multi-tier applications using all the AWS services like (EC2, Route53S3, RDS, Dynamo DB, SNS, SQS, and IAM) focusing on high-availability, fault tolerance, and auto-scaling in AWS Cloud Formation.
· Developed the AWS Data pipelines from various data resources in AWS including AWS API Gateway to receive responses from AWS Lambda and retrieve data and converted responses into JSON format and stored them in AWS redshift.
· Developed the scalable AWS Lambda code in Python for nested JSON files, converting, comparing, sorting, etc.
· Developed Spark Applications by using Scala and Implemented Apache Spark data processing project to handle data from various RDBMS and Streaming sources.
· Optimized the performance and efficiency of existing spark jobs and converted the Map-reduce script to spark SQL.
· Experienced in collecting data from an AWS S3 bucket in real time using Spark Streaming, doing the appropriate transformations and aggregations, and persisting the data in HDFS.
· Implemented AWS glue catalog with crawler to get the data from S3 and perform SQL query operations.
· Developed robust and scalable data integration pipelines to transfer data from the S3 bucket to the Redshift database using Python and AWS Glue.
· Built and maintained the Hadoop cluster on AWS EMR and has used AWS services like EC2 and S3 for small data sets processing and storage.
· Developed Python code for different tasks, dependencies, and time sensors for each job for workflow management and automation using the Airflow tool.
· Scheduling Spark/Scala jobs using Oozie workflow in Hadoop Cluster and generated detailed design documentation for the source-to-target transformations.
· Designed the reports and dashboards to utilize data for interactive dashboards in Tableau based on business requirements.
Environment: AWS EMR, S3, EC2, Lambda, Apache Spark, Spark-Streaming, Spark SQL, Python, Scala, Shell scripting, Snowflake, AWS Glue, Oracle, Git, Tableau.

Client: SCII, Hyderabad						   			July 2019 – Nov 2021 
Role: Big Data Engineer
Responsibilities: 
· Extracted data from HDFS, including customer behaviour, sales and revenue data, supply chain, and logistics data.
· Transferred the data to AWS S3 using Apache Nifi, which is an open-source data integration tool that enables powerful and scalable data flows.
· Validated and cleaned the data using Python scripts before storing it in S3.
· Used PySpark to process and transform the data, which is a distributed computing framework for big data processing with Python API.
· Loaded the transformed data into AWS Redshift data warehousing to analyze the data.
· Scheduled the pipeline using Apache Oozie, which is a workflow scheduler system to manage Apache Hadoop jobs.
· Developed and maintained a library of custom Airflow DAG templates and operators, which improved consistency and code quality across the team.
· Led a team of three data engineers in designing and implementing a complex data ingestion and processing pipeline for a new data source, which reduced time to insights by 50%.
· Analyzed the data in HDFS using Apache Hive, which is a data warehouse software that facilitates querying and managing large datasets.
· Converted Hive queries into PySpark transformations using PySpark RDDs and Data Frame API.
· Monitored the data pipeline and applications using Grafana.
· Configured Zookeeper to support distributed applications.
· Used functional programming concepts and the collection framework of Scala to store and process complex data.
· Used GitHub as a version control system for managing code changes.
· Developed visualizations and dashboards using Tableau for reporting and business intelligence purposes. 
Environment: S3 buckets, red shift, Apache flume, PySpark, Oozie, Tableau, Scala, Spark RDDs, Hive, HiveQL, HDFS, HQL, Scala, Zookeeper, Grafana Map Reduce, Sqoop, GitHub.


